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Proposed Mixed-precision CNN for YOLOv2.

Abstract—We implement the YOLO (You only look once)
object detector on an FPGA, which is faster and has higher
accuracy. It is based on the convolutional deep neural network
(CNN), and it is a dominant part of both the performance
and the area. It is widely used in the embedded systems, such
as robotics, autonomous driving, security, and drones, all of
which require high-performance and low-power consumption. A
frame object detection problem consists of two problems: one
is a regression problem to spatially separated bounding boxes,
the second is the associated classification of the objects within
realtime frame rate. We used the binary (1 bit) precision CNN
for feature extraction and the half-precision (16 bit) precision
CNN for both classification and localization. We implement a
pipelined based architecture for the mixed-precision YOLOv2 on
the Xilinx Inc. zcu102 board, which has the Xilinx Inc. Zynq
Ultrascale+ MPSoC. The implemented object detector archived
35.71 frames per second (FPS), which is faster than the standard
video speed (29.9 FPS). Compared with a CPU and a GPU,
an FPGA based accelerator was superior in power performance
efficiency. Our method is suitable for the frame object detector
for an embedded vision system.

I.

I NTRODUCTION

Convolutional neural networks (CNNs) are essentially a
cascaded set of pattern recognition filters, which is training
by big-data [1]. It enables us to solve complex problems for a
wide range of computer vision applications. The demonstration
shows an FPGA implementation of a kind of frame object
detection, such as the YOLO (You only look once) [3], which
is used in embedded vision systems, such as a robot, an automobile, a security camera, and a drone. However, it requires
highly performance-per-power detection by an inexpensive
device.
II.

M IXED - PRECISION CNN

In the past work, we showed that the mixed-precision
CNN (binary (1 bit) and half (16 bit) precision) is suitable for
a complex problem, which is the YOLO object detection [2].
The past implementation, we proposed a lightweight YOLOv2,
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Fig. 2.

Overall architecture for YOLOv2.

which consists of the binarized CNN for feature extraction
and the parallel support vector regression (SVR) for both
classification and localization.
In the demonstration, we implemented a mixed-precision
CNN, which consists of the binarized one for the former part
and the half-precision (16 bit) CNN for the latter part. Since the
mixed-precision CNN consists of the neural network, and we
can apply the standard back-propagation training algorithm.
Thus, as for the training, is relatively more straightforward
than the SVR-CNN mixed version. Fig. 1 shows a proposed
mixed-precision CNN. We offer to use other machine learning
regression into the localization layer where highly accurate
regression is required. In our design, a half-precision CNN is
used in parallel for both the localization and the classification,
while a binary precision CNN is used for the feature extraction.
The existing YOLOv2 adopts the FCN (fully convolutional
network) structure, and the convolution operation is executed
in all layers.
A. YOLOv2 Accelerator Implementation on an FPGA
Fig. 2 shows the overall architecture for the proposed
YOLOv2. Our architecture has weight caches. The binarized
one is used for the 2D convolutional binarized neural network,
while the half-precision weight cache is used for the latter
convolutional circuit. The off-chip DDR memory stores all
weights. Since the load operations for the weight is not
dominant for the CNN and the half-precision computations,
the proposed architecture achieves a high performance object
detector. The result is sent to the host ARM processor. Then
post-processing is done since it is light processing. Also,
our implementation achieves higher computation speed than a
conventional one, since it performs a convolutional operation
for feature maps at a time.

TABLE I.

PARAMETERS FOR THE IMPLEMENTED CNN
YOLOV 2.

Layer

# In.
# In.
Fmaps
Fmaps
(Feature Extraction)
Bin Conv1
3
128
Bin Conv2
128
128
Max Pool
128
128
Bin Conv1
128
256
Bin Conv2
256
256
Bin Conv2
256
256
Max Pool
256
256
(Localization+Classification)
Half Conv2
256
256
Max Pool
256
256
Half Conv2
256
256
Max Pool
256
256
Half Conv2
256
40
Accuracy (mAP)

Kernel
Size

# Out.
F Size

3×3
3×3
2×2
3×3
3×3
3×3
2×2

128 × 128
128 × 128
64 × 64
64 × 64
64 × 64
64 × 64
32 × 32

3×3
2×2
3×3
2×2
1×1
64.6

32 × 32
16 × 16
16 × 16
8×8
8×8

OF THE

TABLE II.

C OMPARISON WITH EMBEDDED PLATFORMS WITH RESPECT
TO THE YOLOV 2 DETECTION (BATCH SIZE IS 1).

Platform
Device
Clock Freq.
Memory
Time [msec]
(FPS) [sec−1 ]
Power [W]
Efficiency
[FPS/W]

Embedded
CPU
Quad-core
ARM Cortex-A57
1.9 GHz
32 GB
eMMC Flash
4210.0
(0.23)
4.0
0.057

Embedded
GPU
256-core
Pascal GPU
1.3 GHz
8 GB
LPDDR4
715.9
(1.48)
7.0
0.211

FPGA
Zynq Ultra.
MPSoC
0.3 GHz
32.1 Mb
BRAM
28.0
(35.71)
4.5
7.93
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III.

Photograph of a demonstration.

I MPLEMENTATION

We implemented the proposed mixed-precision YOLOv2
on the Xilinx Inc. Zynq UltraScale+ MPSoC zcu102 evaluation board, which has the Xilinx Zynq UltraScale+ MPSoC
FPGA (ZU9EG, 274,080 LUTs, 548,160 FFs, 1,824 18Kb
BRAMs, 2,520 DSP48Es). Fig. 3 shows a system diagram
of the demonstration. First, the host PC shows an image to
the FPGA board via an Ethernet. In the demonstration, we
captured a driving video and stored them on the host PC.
Next, the YOLO CNN on the FPGA detects objects and
send its category and location to the host PC. Finally, the
host PC shows a detection result. We used the architecture
computed an image with 28.0 msec, the number of frames
per second (FPS) was 35.71. We measured the dynamic board
power consumption: It was 4.5 Watt. Thus, the performance
per power efficiency was 7.93 (FPS/W).
We compared our mixed-precision YOLOv2 on an FPGA
with other embedded platforms. We used the NVidia Jetson
TX2 board which has both the embedded CPU (ARM CortexA57) and the embedded GPU (Pascal GPU). For both the
embedded platform, we used the original YOLO version 2
from the Darknet deep learning framework [3]. Table II
compares our FPGA implementation with other platforms.
Compared with the ARM Cortex-A57, it was 155.2 times
faster, it dissipated 1.1 times more power, and its performance
per power efficiency was 141.1 times better. Also, compared
with the Pascal GPU, it was 24.1 times faster, it dissipated 1.5
times lower power, and its performance per power efficiency
was 36.1 times better. Thus, an FPGA based node is suitable
for the frame object detector for a ROS node of a robot system.

IV.

D EMONSTRATION

We clopped the driving video frames from the YouTube.
Then we assigned annotations to each frame. Next, we trained
the mixed-precision YOLOv2 with our designed training
system by Chainer deep learning framework. It recognition
accuracy (mAP) was 85.2%. Fig. 4 shows a photograph of
the demonstration, which detects objects (person and vehicles)
during a driving scene. It satisfies a requirement of auto
driving support system. Also, our demo can be watched on
the YouTube [4].
V.
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