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Abstract—We present FlueNT10G, an open-source FPGAbased network tester for precise replay of network traces, as
well as for accurate packet capture and round-trip latency
measurements. FlueNT10G streams replay and capture data
between the host system and the FPGA board during active tests.
It enables continuous measurements without being constrained
by the memory capacity of the FPGA board. FlueNT10G is able
to concurrently replay and capture traffic on three 10 Gbit/s
network interfaces for all packet sizes. When operated exclusively
in replay or capture mode, throughput increases to 4x 10 Gbit/s.
Our design yields a temporal resolution of 6.4 ns for precise traffic
pattern generation, as well as for accurate arrival timestamping
and latency measurements. On the software-side, FlueNT10G is
complemented by an API enabling the programmable execution
of reproducible network measurements. Targeting the automated
performance evaluation of different virtualized network function
configurations, the API further integrates access to a bidirectional side-band channel for device-under-test reconfiguration
and status feedback. FlueNT10G has been implemented on the
NetFPGA-SUME platform (Xilinx Virtex-7 XC7VX690T) with an
FPGA resource utilization of no more than 25%, which leaves
sufficient capacity available for future design extensions.
Keywords-network tester, packet generator, packet capture,
latency measurement, FPGA, measurement automation

I. I NTRODUCTION
With ever-increasing data rates and the emergence of applications demanding ultra-low latency communication, network
processing requirements are constantly growing. When developing network devices, manufacturers must precisely quantify
performance characteristics to ensure that the product satisfies
customer demands. Likewise, network operators are interested
in benchmarking their infrastructure to identify room for
performance and efficiency improvements yielding higher revenue. In academia, performance measurements are an essential
part of evaluating the feasibility of novel networking concepts.
To satisfy this demand, an entire industry including companies such as Spirent [1] and Ixia [2] has centered their
business around providing network performance measurement
tools. Unfortunately, these solutions, often based on customtailored hardware, exceed what research institutes or small
businesses can typically afford. Towards more cost-efficient
solutions, several non-commercial soft- and hardware tools for
packet generation and capture have been proposed by both
industry and academia [3]–[8]. However, their limitations in
terms of performance, accuracy and features, which we discuss
further in Section II, constrain their practical use.

Fig. 1.

FlueNT10G Measurement Setup

Addressing these limitations, we present FlueNT10G, an
open-source1 FPGA-based network tester2 , which is paired
with a comprehensive software framework targeting the automation of reproducible network measurements.
FlueNT10G’s hardware architecture, which we describe
in Section III, consists of two primary components: 1) A
generator for the precise replay of prerecorded or synthetically
created Ethernet network traces with arbitrary traffic patterns
and 2) a receiver for capturing and accurately timestamping
incoming traffic, as well as for per-packet latency recording.
FlueNT10G concurrently replays and captures line rate traffic
on three 10 Gbit/s network interfaces for all packet sizes.
When operated exclusively in replay or capture mode, throughput increases to 4x 10 Gbit/s. A key feature of FlueNT10G
is its ability to continuously stream replay and capture data
between host machine and FPGA board during active measurements (fluent data movements). Thus, measurement durations
are not limited by the memory capacity of the FPGA board.
On the software-side, which we detail in Section IV,
FlueNT10G is complemented by a library providing an
Application Programming Interface (API) for the programmable execution of reproducible network measurements.
Targeted especially at benchmarking the performance of virtualized network functions on commodity devices-under-test
(DuTs), it provides an optional side-band communication
interface to the FlueNT10G Agent. The FlueNT10G Agent is a
light-weight software executed on one or more DuTs, through
1 https://github.com/aoeldemann/fluent10g
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to precisely generate network traffic, as well as to capture incoming traffic
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which the network tester can initiate configuration updates
(e.g. replace the rule set of an intrusion detection system) and
in return obtain DuT status information such as packet queue
fill levels and resource loads. This enables the automated
evaluation of configuration-specific performance impacts and
allows insight into the origin of performance bottlenecks.
After providing an in-depth evaluation of FlueNT10G’s
replay precision, timestamping accuracy and performance in
Section V, we conclude our paper in Section VI.
To the best of our knowledge, we are the first ones to
contribute an open-source network tester enabling its user to
• precisely replay and capture traffic, as well as to accurately record per-packet latencies at multiple tens of
Gbit/s without limitations in replay or capture data size,
• automate reproducible network measurements that include the orchestration of DuT configuration updates, and
• augment measurement results with DuT feedback data.
II. S TATE OF THE A RT
Due to the high price of commercial network testers, numerous software solutions for packet generation and capture
have been proposed in the past (e.g. [7], [8]). Unfortunately,
enforcing precise inter-packet transmission times and accurately timestamping packets on arrival using pure softwarebased tools comes with problems: Modern network interface
card (NIC) drivers rely on batch processing to achieve high
throughput, therefore distorting inter-packet times. Even without batch processing, asynchronous DMA transfers and PCI
Express transmission delays introduce unpredictable jitter [4].
Several publications have proposed hardware support for
transmission rate control, timestamping of captured packets
and latency measurements. Table I compares the implementations most closely related to FlueNT10G (we limit our
comparison to implementations targeting data rates of at least
10 Gbit/s, but refer the reader to [12], [13] for prior work for
lower data rates).
Based on the NetFPGA-SUME [14], the Open Source
Network Tester (OSNT) [3], [9] relies on an open-source
FPGA design to replay network traces and to capture packets

at data rates of up to 4x 10 Gbit/s. It supports per-packet
latency measurements with a 6.4 ns time resolution. In contrast
to FlueNT10G, the entire trace file must be preloaded to the
memory of the FPGA board (max. size of 16 GByte [14])
before a test is started. Therefore, replay duration is limited to
a few seconds at line rate (however, replaying the same trace
multiple times is supported). The authors report that the transfer of a 1 GByte trace file to the FPGA board takes close to
half an hour [9], making even short tests time-consuming. With
GPS-based time synchronization of multiple OSNT instances,
latency measurements where packet generator and receiver are
located on different FPGA boards are supported.
OFLOPS-Turbo [11] introduces a unified measurement platform combining OSNT for hardware-supported traffic replay
and capture with a software framework for programmable
control over OpenFlow switches. In contrast to FlueNT10G,
OFLOPS-Turbo is tailored for the test of OpenFlow switches
and is not generic enough to be applicable for other use cases.
TNT10G [5] and iTester [6] are FPGA-based implementations as well. While TNT10G supports traffic replay and
capture at 10 Gbit/s (replay and capture cannot be performed
simultaneously), iTester solely focuses on 10 Gbit/s trace
replay. Both proposals stream data between host and FPGA
board during measurements, but unlike FlueNT10G do not
address latency measurements or automation.
In a more generic approach, SoNIC [10] aims at moving the
physical and data link layers from hard- to software. Using an
FPGA-based implementation, a raw bitstream is exchanged
between software and the optical transceivers. One of the
proposed use cases is packet generation and capture with subnanosecond precision and accuracy. The authors leave it open
if SoNIC can be used for latency measurements and network
trace replay. While the source code is claimed to be open, it
is not available on the project website at the time of writing.
Instead of using an FPGA, MoonGen [4] makes use of commodity Intel 10 GbE NIC features. For packet transmission,
NIC queues can be configured to be drained at constant bit
rate (CBR). For non-CBR traffic, Ethernet frames with an
invalid checksum are inserted in idle gaps and (if supported)

TABLE I
C OMPARISON TO RELATED WORK

Hardware Support
Generation Throughput
- Streaming
- Preloaded
Capture Throughput
Generation Methodology
Maximum Replay Data Size
Latency Measurement

FlueNT10G
FPGA

OSNT [3], [9]
FPGA

TNT10G [5]
FPGA

iTester [6]
FPGA

SoNIC [10]
FPGA

MoonGen [4]
NIC features

3x 10 Gbit/s†
–
1x 10 Gbit/s
1x 10 Gbit/s
2x 10 Gbit/s
10 Gbit/s / CPU core
4x 10 Gbit/s
4x 10 Gbit/s
–
–
–
–
3x 10 Gbit/s†
4x 10 Gbit/s
1x 10 Gbit/s
–
2x 10 Gbit/s
–
Trace replay‡
Trace replay‡
Trace replay‡
Trace replay‡
Synthetic traffic
Synthetic traffick
not limited
16 GByte
not limited
not limited
not applicable
not applicable
Each packet
Each packet
–
–
–
1 packet / RTT
6.4 ns accuracy
6.4 ns accuracy
6.4 ns accuracy
Side-Band Channel for DuT
Generic agent
Tailored for
–
–
–
–
Configuration & Feedback
software library
OpenFlow in [11]
Multi-Node Timestamp Sync
–
GPS-based
–
–
–
–
Open-Source
Yes
Yes
No
No
Yes∗
Yes
† 4x 10 Gbit/s when operated exclusively in replay or capture mode
‡ Prerecorded or synthetically generated traces
k Online repository contains source code for trace replay (without performance evaluation)
∗ Not available online on project website

dropped by the DuT. For latency measurement, the NIC’s
Precision Time Protocol (PTP) capabilities are exploited to
timestamp custom-crafted PTP packets. However, due to NIC
hardware limitations, MoonGen can only timestamp one PTP
packet per round-trip time at data rates beyond one Gbit/s, thus
constraining the time resolution at which latency variations can
be observed. For the same reason, MoonGen does not provide
the means to accurately timestamp each arriving packet at
multi-gigabit link speeds. Hardware timestamping and rate
control is limited to Intel NICs.
Finally, we point out that companies such as Napatech [15]
and Netcope [16] offer FPGA-based products for network
performance measurement and analysis. In contrast to these
commercial solutions, FlueNT10G is fully open-source allowing users to customize the design to fit their demands.
While initially developed for the widely-used NetFPGASUME board, FlueNT10G can be ported to other FPGA boards
with modest development effort.
III. H ARDWARE A RCHITECTURE
FlueNT10G relies on an FPGA hardware design to replay,
capture and timestamp packets at multiple tens of gigabit
per second. Figure 2 depicts both transmit (TX) and receive
(RX) data paths for a single network interface, as well as the
interface to the host system and memories. We first introduce
how data is exchanged between host system and FPGA. We
then give a detailed description of the TX and RX data paths.
A. Host - FPGA data transfers
Trace and capture data is transferred between the host
system running the software and the FPGA board via a PCI
Express interface. FlueNT10G has been implemented on the
NetFPGA-SUME [14] board, which features an eight-lane
Gen3 PCI Express interface providing a nominal duplex data
rate of approximately 64 Gbit/s, enough to saturate all four
10 Gbit/s network interfaces. A key feature of FlueNT10G
is its support to stream replay and capture data between host
system and FPGA board during active measurements. Therefore, FlueNT10G can utilize the full memory and (solid-state
drive array) storage capacity of the host to store data whose
size exceeds the capacity of the DRAMs of the FPGA board
(max. 16 GByte for the NetFPGA-SUME [14]). To absorb
throughput variations between host and FPGA and to allow a
large DMA transfer size (64 MByte in our implementation),
we buffer data in the DRAM of the FPGA board before
transmission and after reception from the network interfaces,
respectively. For each network interface, a TX and an RX ring
buffer are placed in a run-time configurable region in one of
the two DRAMs of the FPGA board. The software monitors
the fill levels of both buffers and initiates DMA transfers
from host to FPGA board and vice-versa when a sufficient
amount of data has been drained from the TX buffer by the
replay logic or written to the RX buffer by the capture logic.
Configuration and status registers of each hardware module, as
well as ring buffer read/write pointer positions, are accessible
by the software through a PCI Express Base Address Register.

Fig. 2. Hardware data path (TX and RX) for a single network interface, PCI
Express interface to host system and ring buffers located in DRAM

All replay and capture data traverse one of the DRAMs
of the FPGA board. At duplex 10 Gbit/s line rate, the total
memory read and write data rate per network interface adds
up to approx. 40 Gbit/s (2x 10 Gbit/s for reading trace and
capture data, 2x 10 Gbit/s for writing). We reuse the memory
controller configuration provided with the NetFPGA-SUME
reference designs, which clocks the memory controllers of the
two 64 bit-wide DDR3 DRAMs at 757.57 MHz. The nominal
aggregated memory bandwidth is 193.94 Gbit/s. Our design is
tailored to perform large burst accesses to incremental memory
addresses to utilize the bandwidth as efficiently as possible.
B. Trace Replay
When trace replay is started (replay on all interfaces can be
started in sync), data is continuously read from the assigned
TX ring buffer via an AXI4 interface connected to the memory
controllers of the DRAMs. To efficiently utilize the interconnect and memory bandwidth, data is transferred in bursts of
16 KByte and stored in a 64 KByte Block RAM FIFO. The
Packet Assembly module reads the raw data from the FIFO and
reconstructs packets. It utilizes per-packet meta information
(8 Byte, prepended to packet data by the software):
• Inter-packet transmission time (32 bit): number of
clock cycles until next packet shall be transmitted
• Wire Length (11 bit): length of packet on the wire
• Snap Length (11 bit): length of packet data included in
the trace
If the wire length of the packet is larger than the packet data
included in the trace, the module appends W ire Length −
Snap Length zero bytes to restore the original packet size.
This feature is helpful for measurement scenarios in which the
payload of the generated packets is of no interest (e.g. benchmarking the performance of an L2 switch or L3 router),
because it reduces the amount of data that must be transferred

between host and FPGA (yielding higher achievable replay
and capture throughput). After the packet has been assembled,
it is transferred through the TX pipeline via AXI4-Stream
interfaces. The inter-packet transmission time for each packet
is passed along via the AXI4-Stream TUSER side-band signal.
The Rate Control module enforces the inter-packet transmission times that are specified in the trace file. When the
first data word of a packet is transmitted on the AXI4-Stream
master interface, a clock cycle counter is started. As soon as
it reaches the value that has been specified in the meta data,
transmission of the next packet is started and the process
repeats. If the hardware is unable to maintain the timing
specified in the trace, an error register is set to notify the
software. This happens if data cannot be read from the TX ring
buffer fast enough or if the network interface signals a backlog.
To achieve high replay precision, the rate control module
operates in the same clock domain as the Ethernet Media
Access Control (MAC) IP cores and the physical network
interfaces, eliminating the need for clock domain crossings
and thus timing variations down the pipeline. It is clocked at
156.25 MHz, yielding a replay time precision of 6.4 ns.
Finally, if latency measurements are enabled, the TX
Timestamping module inserts the current value of a timestamp
counter into the packet data. Based on this timestamp value,
the network tester is able to determine the packet latency when
it arrives back in the RX path. The bit width and insert position
can be configured by software. It can either be placed in a fixed
byte position or in a selectable header field on a per-protocol
basis (e.g. IPv4 checksum, IPv6 flow label, if these fields
are not inspected/set by the DuT). By default, the timestamp
counter is incremented every clock cycle. If the expected
latency of the DuT exceeds the value range of the inserted
timestamp, the counter can be configured to be incremented at
slower rates. However, this comes with a reduction of latency
measurement accuracy. Timestamping is implemented right
before the packets are passed to the Ethernet MAC to obtain
highest measurement accuracy. Each AXI4-Stream data word
received on the slave interface is valid on the master interface
in the next clock cycle. Thus, the inter-packet transmission
times determined by the rate control module are maintained.
C. Packet Capture
As soon as a packet arrives from the network interface,
the RX Timestamping module reads and resets an inter-packet
arrival time counter. The counter value specifies the number of
clock cycles that have passed since the last packet reception. If
latency measurement is enabled, the timestamp inserted on the
TX side is extracted from the packet data and the latency is calculated by comparing it to the current value of the timestamp
counter. Both packet data and time information are passed on
to further modules via an AXI4-Stream interface. The TX and
RX timestamping modules on all four interfaces are operated
in the same clock domain and thus are synchronous. At a
clock frequency of 156.25 MHz, our design yields a temporal
resolution of 6.4 ns for both latency and inter-packet arrival
time measurements.

Only packets that have been generated by the network tester
contain valid timestamps and may be included in the latency
evaluation. Although in many isolated measurement setups no
other packets arrive at the network interfaces, the user may
optionally enable the Packet Filter module to filter arriving
packets based on a configurable Ethernet MAC address range.
The Packet Capture module prepends 8 Byte of meta
information to the captured packet data and writes both to
a 64 KByte Block RAM FIFO. The meta information include
• Inter-packet arrival time (28 bit): number of clock
cycles since last packet reception
• Latency (25 bit): calculated packet latency
• Wire length (11 bit): length of the packet on the wire
To reduce the amount of data that is transferred between
FPGA and host, the software may specify the maximum packet
capture length, which is applied to all packets. Before writing
packet data to the Block RAM FIFO, data exceeding the
configured capture length is cut off. From the Block RAM
FIFO, data is moved to the RX ring buffer in DRAM using
16 KByte burst transfers via an AXI4 interconnect.
D. IP Cores
Our hardware design utilizes several Xilinx IP cores:
DMA/Bridge Subsystem for PCI Express v3.1, 10G Ethernet
MAC v15.1, 10G Ethernet PCS/PMA v6.0 and parts of the AXI
Interconnect v2.1 suite. Except the 10G Ethernet MAC, all IP
cores come with the Xilinx Vivado Design Suite without additional licensing fees. Our custom IP cores interface external
logic using AXI4, AXI4-Lite and AXI4-Stream interfaces.
IV. S OFTWARE F RAMEWORK
The hardware design is complemented by a software library, which allows programmable control over measurement
configuration, execution and evaluation. After introducing
FlueNT10G’s Application Programming Interface, we present
its capabilities targeting the automation of device-under-test
configuration and feedback notification, as well as the mechanisms for data exchange between host system and FPGA.
A. Application Programming Interface
Instead of providing a graphical user interface,
FlueNT10G’s software library offers an Application
Programming Interface (API) allowing its user to program
measurement applications. This has two key advantages:
automation and reproducibility. Measurement applications can
utilize all constructs of the underlying programming language
(e.g. loops, branches), thus allowing the iterative execution
of measurements based on results obtained in previous runs.
Measurement applications can be stored and re-run at a
later point in time to reproduce the network test. Besides
functionality for reading pcap network trace files (including
support for nanosecond resolution extensions), we provide
several functions for network trace generation (constant bit
rate and random traffic patterns), as well as for measurement
evaluation (e.g. mean latency calculation, creation of latency
histograms, throughput graphs). Similar to reading the replay
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package main
import("fluent10g")

3
4
5
6
7
8
9

func main() {
// attach to hardware; get generator on interface 0,
// receiver on interface 1
nt := fluent10g.NetworkTesterCreate()
gen := nt.GetGenerator(0)
recv := nt.GetReceiver(1)

10

recv.EnableCapture() // enable capturing

11
12

datarate := 1e9 // 1 Gbit/s

13
14

for {
// 30s synthetic CBR traffic trace, 64 Byte packets
trace := fluent10g.CreateTraceCBR(datarate, 64, 30)

15
16
17
18

// assign trace to generator
gen.SetTrace(trace)

19
20
21

Fig. 3. Interaction of FlueNT10G Agent with a virtualized network function

nt.StartCapture() // start capturing (non-blocking)
nt.StartReplay() // start replay (blocking)
nt.StopCapture() // stop capturing

22
23
24
25

// did all transmitted packets arrive back?
if recv.GetNPkts() < trace.GetNPkts() {
break
// capacity reached, done!
} else {
datarate += 1e9 // increment data rate
}

26
27
28
29
30
31

}

32
33

}

Listing 1. Example measurement application, which iteratively determines the maximum sustainable throughput of a device-under-test.

traces, captured data can be exported to standard trace file
formats for further evaluation in tools such as Wireshark.
Our software library has been developed in Go, a compiled,
statically typed programming language created by Google
employees in 2009. We picked Go, because its large standard
library enables rapid development and its performance is superior compared to other widely used languages such as Python.
Listing 1 shows an example application, which benchmarks
the maximum throughput of a DuT. The application generates
a CBR traffic trace (starting at a data rate of 1 Gbit/s) and
initiates replay on interface 0. As long as all packets arrive
back on interface 1, the data rate is incremented by 1 Gbit/s
and the measurement is repeated. When the capacity limit of
the DuT is reached and packets are lost, the application quits.
B. FlueNT10G Agent
In many cases, the performance characteristics of a deviceunder-test depend on its configuration. For example, the maximum throughput of an intrusion detection system is impacted
by the size and complexity of its rule set, the performance of
a software switch typically decreases with a growing number
of installed forwarding table entries [17]. To facilitate the
automated characterization of these configuration-dependent
impacts, FlueNT10G provides an optional side-band channel
to the DuT, through which a measurement application can
initiate reconfigurations and obtain feedback information by
issuing API function calls. An intermediary software running
on one or more DuT(s) called the FlueNT10G Agent triggers
the configuration operations and transmits information back

to the measurement application. The side-band channel is
implemented using ZeroMQ [18], a widely-used asynchronous
messaging library with bindings for popular programming
languages such as C, Python and Go. Since execution of the
agent requires the possibility to execute arbitrary software
on the DuT, it primarily targets benchmarks of virtualized
network functions running on commodity computers.
Figure 3 depicts the interaction of the FlueNT10G Agent
and a virtualized network function. When a measurement
application triggers a DuT reconfiguration by issuing an API
call, FlueNT10G’s software library creates a control message
and sends it to the agent. After receiving the message from the
ZeroMQ library, the Config Event Dispatch module classifies
its type and calls one (of possibly multiple) configuration
callback functions. The callback functions are user-defined
and may contain arbitrary code performing the actual reconfiguration of the virtualized network function (e.g. load an
intrusion detection rule set, adjust the number of assigned
CPU cores, change packet batch processing size). In the
reverse direction, feedback information issued by a userdefined monitor function can be passed to the Monitor Notification module, which transmits data back to the measurement
application (e.g. packet queue lengths, CPU utilization, cache
miss rates). We explicitly decided to leave the implementation
of the configuration and monitor functions up to the user,
because it allows the FlueNT10G Agent to provide a generic
interface for interaction between measurement application and
a diverse set of (virtualized) DuTs. Together with several usage
examples, we provide agent implementations both in C and
Python. While the former can be directly compiled into Cbased network functions, the latter is ideal for performing
simple reconfiguration tasks such as issuing a command-line
instruction (e.g. turn CPU cores on/off). ZeroMQ performs
blocking reads on a TCP socket to receive data. If no data
is available and an interrupt-based networking driver is used
for the interface receiving control messages, the agent is
not scheduled on the CPU and thus does not impact the
performance of the executed network function.

C. Host - FPGA data transfers

Fig. 4. Inter-packet transmission time verification using the Precision Time
Protocol (PTP) timestamping mechanism of the Intel X710 NIC
Probability

FlueNT10G uses the Xilinx DMA/Bridge Subsystem for
PCI Express to move data between host and FPGA. When
replay or capture are started, the software polls the fill levels
of the ring buffers through PCI Express Base Address Register
reads. As soon as data can be transferred, a DMA copy is
initiated and the respective ring buffer pointer is updated. The
Linux driver provided by Xilinx offers character devices (one
for reads, one for writes), which can be accessed from userspace. On our Dell PowerEdge T630 workstation with an Intel
Xeon E5-2620 v3 CPU we measured the user-space read and
write data rates to the DRAMs of the FPGA board via a
single DMA channel at 52 Gbit/s and 47 Gbit/s, respectively
(64 MByte transfer size, poll-mode driver, Linux kernel 4.4.0).
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V. H ARDWARE E VALUATION
In this section, we evaluate the FPGA implementation of
FlueNT10G. We first examine packet replay precision and
timestamping accuracy, because they are the key motivation
for our hardware design. Afterwards, we detail the achievable
throughput and summarize the FPGA resource utilization.
A. Packet Replay Precision
In contrast to pure software-based solutions, the packet
generation logic of FlueNT10G is closely coupled with the
physical network interfaces. At a clock period of 6.4 ns, it
allows fine-grained control over the precise moment when
packets are handed to the MAC, from where they are transmitted on the link. While checking whether the generated
packet data matches the one specified in the trace file is simple
using software capture tools such as DPDKCap [7], verifying
the correctness of inter-packet transmission times is much
more challenging. Unfortunately, our budget prohibits access
to commercial capture cards, which are able to timestamp each
packet transmitted by our hardware implementation.
Following a similar approach as [4], we instead exploit
the Precision Time Protocol (PTP) capabilities of the Intel
X710 10 GbE network interface card [19] to timestamp the
packets generated by FlueNT10G. Whenever the NIC receives
a PTP packet, it writes the current time in one out of four
RX timestamp registers (the timestamping logic of the NIC
is clocked at 312.5 MHz, providing a resolution of 3.2 ns).
Each register remains in a locked state (i.e. its value is not
overwritten) until it is read by software. When all four registers
are occupied, no new timestamps are taken. Exploiting this
mechanism, we are able to quantify the inter-packet arrival
times between four consecutive PTP packets. Since the time
that passes from packet timestamping until the registers are
read by the software exceeds the inter-packet arrival time at
high data rates (packet batching, PCI Express transmission
delays), PTP packet bursts must be sufficiently spaced to
obtain meaningful timestamp values (see Figure 4).
We developed an evaluation software, which reads and saves
the RX timestamp register values for the PTP packets received
from FlueNT10G. We generate and replay a 60 s long network
trace with uniformly distributed packet sizes between 64 and

1518 Byte, as well as exponentially distributed inter-packet
gaps. The mean value of the exponential distribution is set
such that a mean data rate of 8 Gbit/s is maintained (as
opposed to the maximum rate of 10 Gbit/s, which would
result in back-to-back packet transmissions without data rate
variations). The randomly generated inter-packet transmission
times are floating point numbers, which are rounded up or
down to the next multiple of clock cycles by our software
library. To prevent FlueNT10G from constantly sending too
fast (always rounding down) or too slow (always rounding up),
the software tracks and minimizes the accumulated rounding
error by selectively rounding up or down on a per-packet basis.
Without altering the inter-packet transmission times or
packet sizes, we replace four subsequent trace packets by PTP
packets every 75 us and keep track of their expected interpacket transmission times. We found that inserting PTP bursts
more frequently does not give the evaluation software enough
time to read and thus unlock the timestamping registers before
the next burst of PTP packets arrives. Out of the 74 million
generated packets, approx. 3.1 million packets are PTP packets
(∼ 4.2%). Since each burst of four PTP packets allows the
calculation of three inter-packet times, we obtain more than
2.3 million values over the replay period of 60 s.
We quantify the replay precision of our hardware implementation by subtracting the expected inter-packet transmission
times (before rounding to clock cycle multiples) from the
inter-packet arrival times recorded by our evaluation software.
Figure 5 depicts the distribution of absolute inter-packet
transmission time errors at a resolution of 3.2 ns (matching
the clock period of the timestamping logic of the NIC). We
found that 99.63% of the measured inter-packet arrival times
do not deviate from the expected inter-packet transmission
times by more than 6.4 ns. Since our replay logic is clocked
every 6.4 ns, this result matches our expectation. Due to
the rounding mechanism introduced above, the recorded error
values appear uniformly distributed between -6.4 and 6.4 ns.
We found that 0.37% of recorded inter-packet arrival times
deviate from our expected values by up to 16 ns. While we
do not have a definitive explanation for this phenomena at the
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time of writing, we suspect that the outliers are caused by a
rare delay added by either the transceivers of the FPGA board
or by the Intel NIC. We note that the TX path of the Xilinx
10G Ethernet MAC is specified with a fixed latency [20].
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concurrent replay and capture at duplex 4x 10 Gbit/s line rate

B. Timestamping Accuracy
We verify the timestamp accuracy of FlueNT10G by performing loop-back latency measurements. One network interface replays traffic and inserts timestamps, another one
captures the traffic and calculates packet latencies. Both network interfaces are directly connected with 10GBASE-SR
SFP+ transceivers and multimode OM3 fibers. We perform
measurements for constant bit rate (CBR) traffic, as well as
for the random traffic pattern we described in Section V-A.
Figure 6 shows the obtained latency distributions for 10 Gbit/s
CBR traffic with fixed packet sizes of 64 and 1518 Byte, as
well as for random traffic with a mean data rate of 8 Gbit/s.
The obtained values are multiples of the 6.4 ns clock period
of our design. The measurements show that the minimum and
maximum recorded latencies differ by up to 25.6 ns. Looking
into the origin of the variations, we compared our results with
the ones obtained in measurements performed using the Open
Source Network Tester (see Section II) and observed the same
variations. We concluded that the jitter is not introduced by
our design, but instead is caused by the Ethernet subsystem of
the FPGA board. We suspect that the origin is the RX Elastic
Buffer in the Xilinx 10G Ethernet PCS/PMA IP core [20],
which according to its specification can introduce latency variations of up to 86.4 ns (although we did not see values larger
than 32 ns in our measurements). While Xilinx UltraScale
FPGAs allow the RX buffer to be removed, our Virtex 7 Series
board does not support this feature. We plan to port our design
to an UltraScale board in the future to further investigate
the accuracy of our latency measurements. To correct the
absolute latency values reported by FlueNT10G, we calibrated
our software library to subtract the median round-trip latency
obtained in our loop-back measurements (409.6 ns) from all
latencies recorded by our hardware implementation.

C. Performance
To benchmark the maximum replay and capture throughput,
we configure FlueNT10G to replay CBR traffic on all four
network interfaces. Ports are looped pair-wise, such that every
interface is receiving the traffic generated by its peer. We
perform measurement runs for packet sizes ranging between
64 and 1518 Byte. A run is considered successful, if the interpacket transmission times specified in the trace are maintained
and capture data is transferred to the host without packet
loss. Using the bisection method, we adapt the data rate of
the generated traces to approach the maximum achievable
throughput with an accuracy of 10 Mbps. For replay-only
measurements, we place two TX ring buffers in DRAM 0 and
two TX ring buffers in DRAM 1. For concurrent replay and
capture, we place all four TX ring buffers in DRAM 0 and all
four RX ring buffers in DRAM 1. The capacity of 4 GByte
per DRAM is evenly distributed among the ring buffers.
Figure 7 shows the maximum achievable throughput for
replay, as well as for concurrent replay and capture on all four
10 Gbit/s interfaces. While FlueNT10G is able to maintain line
rate for all packet sizes when exclusively replaying, throughput
slightly drops below duplex 4x 10 Gbit/s with increasing
packet sizes when data is captured as well. To explain this
behavior, Figure 8 compares the memory bandwidth, which is
required for concurrent replay and capture at 4x 10 Gbit/s, with
the values we obtained in our measurements. With increasing
packet sizes, less meta information need to be transferred
between host and FPGA board (8 Byte per replay and capture
packet). However, the links become more efficiently utilized.
The number of Ethernet preambles, start of frame delimiters
and inter-frame gaps decreases (20 Byte per packet, inserted
by the MAC), requiring more actual trace and capture data to

TABLE II
FPGA R ESOURCE U TILIZATION ON X ILINX V IRTEX -7 XC7VX690T

Slice LUTs
Slice Registers
Block RAM

Used
102,636
103,931
10,332 KBit

Utilization
23.69%
12.00%
19.52%

be exchanged between host and FPGA board via the DRAMs.
The memory bandwidth saturates at approx. 148 Gbit/s (76%
of the nominal bandwidth, see Section III-A), thus causing the
data rate to drop. Replay-only operation is not memory-bound,
because the TX ring buffers are distributed to both DRAMs.

the generation of stateful TCP or higher layer traffic, which
depends on responses received from the device-under-test, are
out of the scope of what FlueNT10G can offer. However,
FlueNT10G itself is free (both in terms of cost and liberty).
While it requires an FPGA and a license for the 10G Ethernet
MAC IP core, we believe that the overall price makes it particular interesting for researchers working on a tight budget.
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